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Nonmonotonic logic in mind modelling

Summary
DEFINITION OF THE TERM: Nonmonotonic logic departs from classical 
rules of inference by not adhering to the monotonicity principle, which 
states that if a  sentence follows from a  given set of premises, it must 
also follow from the union of this set with any other set. The role of 
nonmonotonic logic in models of the mind is to reflect the way people 
think. This logic is a useful tool for creating formal models of the mind 
because it adequately captures the nuances of everyday reasoning, such 
as the omission of certain premises or the introduction of new assump-
tions that may contradict earlier ones.

HISTORICAL ANALYSIS OF THE TERM: Since the emergence of contem-
porary philosophy of mind in the second half of the 20th century, models 
of the mind have primarily been grounded in computability. However, 
classical logic alone proved insufficient to fully describe the mechanisms 
underlying complex mental processes. As a result, analogue information 
processing gave way to distributed processing, and algorithms designed 
to simulate human cognitive abilities, such as learning, became increas-
ingly sophisticated. Today, predictive coding is undergoing a revival, often 
in combination with nonmonotonic logic.

DISCUSSION OF THE TERM: Nonmonotonic logic can be used to model 
both neuronal information processing and the formation of propositional 
attitudes. This is because nonmonotonic inferences within a  neuronal 
network are patterns defined in terms of neural activity vectors, while 
they can also be treated as propositional structures because they are 
linked through nonmonotonic consequence relations.
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SYSTEMATIC REFLECTION WITH CONCLUSIONS AND RECOM­
MENDATIONS: The key advantage of using nonmonotonic logic in 
modelling the mind lies in its ability to facilitate the creation of formal 
mechanisms required for the accumulation of conceptual (i.e., proposi-
tional) knowledge. Such models illustrate how a subject’s dynamic belief 
network is formed, particularly in processes like metacognition.

Keywords:	mind model, nonmonotonic logic, representations, 
prediction, uncertainty
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Definition of the term

Nonmonotonic logics are a  type of logic in which reasoning does not 
proceed in the classical manner, characterised by the principle of mono-
tonicity, which states that if a  sentence follows from a  certain set of 
premises, it also follows from the union of that set with any additional 
set (Makinson, 2008). An inference is considered nonmonotonic when 
a conclusion p follows from a set Z but does not follow from a superset 
of Z (Makinson, 2005). Unlike deductive reasoning, nonmonotonic infer-
ences are drawn on the basis of partial information (Moore, 1985), intu-
ition, and expectations (Gärdenfors & Makinson, 1994). Moreover, new 
information can lead to a change in earlier conclusions, while retaining 
the previous premises and without falling into contradiction.
	 Models of the mind, however, are a deeply interdisciplinary concern, 
drawing on fields such as philosophy, psychology, logic, neuroscience, 
and linguistics. These models are a  classic problem in cognitive sci-
ence, i.e., the interdisciplinary (or transdisciplinary) study of cognition. 
An example of the practical application of modelling cognitive processes 
with formal tools – algorithms – is the deployment of artificial intelligence 
in autonomous vehicles.
	 The role of nonmonotonic logic in models of the mind is to accurately 
reflect how information is processed, particularly in decision-making, 
where flexible thinking, accounting for incomplete information, perspec-
tive shifting, and reconciling conflicting beliefs are essential. The goal is 
for such a model to genuinely mirror the workings of the human mind.
	 Earlier models of the mind also incorporated algorithms, although 
they were based on classical logic. These models emerged relatively 
late, at a  time when algorithms used in computing and cryptographic 
machines were already established. Even before this, models of the 
mind often drew inspiration from contemporary technical advances. 
Historically, the mind was frequently compared to mechanical systems, 
from the pneumatic toys of ancient Greece to the clockwork mecha-
nisms that influenced Leibniz’s philosophical reflections on the mind.
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Historical analysis of the term
The modern history of models of the mind began in 1948 with the first 
interdisciplinary symposium on “Cerebral Mechanisms and Behavior”, 
which featured prominent figures like John von Neumann, Paul Weiss, 
and Warren McCulloch – pioneers in the field of artificial intelligence. The 
early models of the mind were grounded in the computational paradigm 
of cognitive science, which is based on automata theory, i.e., mathemati-
cal models of devices that process discrete information. Automata are 
generally classified into two main types: acceptors (recognisers) and 
transducers. They are designed to recognise languages and compute 
partial functions over the set Ʃ*, where Ʃ and Δ are finite alphabets, and 
Ʃ* and Δ* are the sets of all possible words over the relevant alphabets 
(cf. Marciszewski, 1987, p. 200).
	 Since the emergence of contemporary philosophy of mind (or ana-
lytic metaphysics of mind) and cognitive science in the second half of 
the 20th century, three main computability-based models have been 
developed. The first, based on the computer metaphor, posits that 
the mind functions much like a  computer program – or even a  literal 
computer  – where mental processes are computational and operate 
according to algorithms. This approach gave rise to Jerry A.  Fodor’s 
Representational Theory of Mind, which postulates that the content 
of mental states is determined by the internal relationships between 
mental representations, which serve as carriers of information. Compu-
tations are performed on these representations, often referred to as the 
‘symbols’ of the language of thought (Fodor, 1992). Fodor’s understand-
ing of computability was closely aligned with classical logic, specifically 
the classical propositional calculus and predicate calculus, which he 
believed underpinned rational reasoning.
	 However, it soon became evident that the mind’s complexity exceeded 
what classical logic could capture, particularly in describing the mecha-
nisms behind complex mental processes. Consider the phenomenon 
of akrasia, or weakness of will, where individuals hold contradictory 
beliefs about what they should do and what they want to do, such as 
knowing that smoking is harmful and should be given up immediately, 
yet simultaneously lacking the desire to quit. Models of reasoning that 
depicted the subject as simply moving from one true belief to another, as 
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Fodor (1992) suggested, were overly idealised. In response, the brain 
metaphor emerged, shifting the perspective from modelling the natural 
mind after a computer to understanding the brain’s functioning through 
simulations on artificial neural networks. This shift marked the transi-
tion from the computer metaphor to connectionism. Unlike the serial 
information processing of earlier models, connectionism emphasised 
distributed information processing, which better aligned with the brain’s 
network-like structure, where “almost every part of the brain is being 
‘watched’ by some other part of the brain, often by several other parts 
at once” (Churchland, 1996, p. 17). As a result, artificial neural networks 
(ANNs) were developed to simulate mental processes, such as face 
recognition. In a  connectionist architecture, information processing 
occurs as patterns of neuronal activation in the sensory organs are 
monitored by successive layers of neurons. These layers transform 
the information and pass it along to other brain structures (Churchland, 
1996). The brain encodes information as activation patterns that can 
be strengthened through, for example, cognitive training. Connectionist 
models enable the definition of learning procedures, allowing them to 
adapt to the environment.
	 However, while connectionist models applied to artificial neural net-
works offered valuable insights, they fell short of fully explaining how 
the mind works. One significant limitation was their insufficient consid-
eration of the role that the body and environment play in cognition. To 
address these gaps, models began to emerge within the framework 
of 4E cognition. According to this perspective, the mind is embodied, 
extended, embedded (situated within the environment), and cognition 
is enactive (i.e., arises from direct interaction with the environment). By 
emphasising the role of the body in cognition, 4E theories draw on the 
phenomenological tradition.
	 This shift in understanding raised the question of how to model cogni-
tion involving not just the brain but the entire organism interacting with 
its environment. Explanations rooted in statistics and probability theory 
seemed best suited for this purpose. However, theories based on these 
approaches reignited the longstanding internalism-externalism debate in 
the philosophy of mind, echoing earlier disputes, such as those between 
Fodor and Putnam (Fodor, 1992). This debate revisits an even older 
question about the direction of cognition: does it proceed from the mind 
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to the world or from the world to the mind? According to 4E theories, 
not only cognition and meaning are extended but also representations 
themselves, as stimuli from the world are integral components of mental 
representations, not merely their activators.
	 Models within the 4E theories are characterised by two key features: 
the incorporation of environmental feedback; the requirement for repre-
sentations to be dynamic or, in some cases, the complete rejection of 
representations. To move beyond the traditional notion of representa-
tion, some researchers turned to cybernetics, adopting concepts such 
as invariants to replace the role of representations within the brain-body-
environment interaction loop (Seth, 2015, p. 15).
	 The unifying element for models that incorporate feedback, preserve 
representations, and address the workings of the brain – thus bridging 
connectionism and the 4E theories – turned out to be predictive coding. 
This computational model, grounded in Bayesian inference theory and 
the free energy principle (Friston, 2009), offers a  mechanistic expla-
nation of the mind’s functioning. According to Bayesian inference, the 
probability of a given hypothesis is updated as new data becomes avail-
able. This is a posteriori probability, which aligns with the intuitive idea 
that “the result of an observation confirms a hypothesis when it is highly 
probable on its grounds and unlikely otherwise” (Marciszewski, 1987, 
p. 412). In the Bayesian brain, experience (feedback from the world) 
is compared with prior predictions (hypotheses) about expected situa-
tions. These hypotheses can be interpreted as representations, which 
are models of the anticipated (expected) state of the world. Predictive 
coding is used, for example, to formalise unsupervised learning in arti-
ficial neural networks, enabling systems to self-organise in relation to 
both their components and their environment. This mechanism has been 
extended to natural cognitive systems to explain how living organisms 
process information. In this framework, self-organisation is an ongoing 
process of adjusting mental representations to align with the world, 
aiming to minimise predictive error and optimise action. Perception and 
attention are two distinct but correlated aspects of the brain’s funda-
mental mechanism for minimising predictive errors. Perceptions result 
from the brain’s neuronal model of the world (this model reflects how 
the brain ‘sees’ reality), where expectations and predictions regarding 
the states of the world are compared with stimuli from the environment. 
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While Bayesian inference is effective at adjusting preconceived beliefs, 
it faces challenges in situations where the subject lacks complete knowl-
edge of the world. Hence, researchers are seeking better formal tools 
without excluding or dismissing predictive coding. One promising direc-
tion involves models of information processing based on nonmonotonic 
logic.

Discussion of the term

Researchers generally assume that human reasoning is nonmonotonic 
(Malinowski, 1997). Bayesian reasoning, although it handles the modifi-
cation of previously accepted beliefs, encounters difficulties in contexts 
where the subject does not have complete knowledge of the world– 
contexts that closely resemble real-life scenarios (Mota, Sridharan, 
& Leonardis, 2021). Additionally, in human–robot interactions, combin-
ing predictive processing with nonmonotonic logic has proven effective 
in programming accurate decision-making and improving the speed and 
precision of responses (Rilay & Sridharan, 2019).
	 Nonmonotonic logic can be defined as formal structures designed 
to capture defeasible reasoning, i.e., typically human reasoning that is 
rational but not strictly deductive. Unlike deductive reasoning, which is 
based on complete information and follows strict logical rules, nonmono-
tonic reasoning operates on partial information (Moore, 1985), intuition, 
and expectations (Gärdenfors & Makinson, 1994). This approach allows 
for the integration of new information without discarding previous prem-
ises or introducing contradictions. For instance, adding new premises 
can alter the conclusions drawn, reflecting a  key aspect of everyday 
reasoning. Moreover, new information can revise previous inferences 
without leading to contradictions. Specific extensions, such as adding 
new premises, make logic nonmonotonic. This is frequent in colloquial 
reasoning:

Most birds can fly.
An ostrich is a bird.
Therefore, an ostrich can fly.
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However, the conclusion in this case is false because ostriches cannot 
fly. Nonmonotonic rules of inference allow us to resolve the error cre-
ated by generalisation:

An ostrich is a bird, so an ostrich can fly.
{p} ⊢ z
An ostrich is a bird. But an ostrich cannot fly.
{p, q} ⊬ z

The classical consequence relation (⊢) is stronger than the nonmonotonic 
consequence relation (|~). As an operation, the classical consequence 
relation, denoted as Cn, functions as a  closure operation (Makinson, 
2005, p. 4). This means it fulfils the following conditions of deductive 
inference (Malinowski, 1997):

Reflexivity (inclusion): A ⊆ Cn(A) 
(Set A is a subset of the set of all consequences of set A).
Idempotence: CnCn(A) = Cn(A)
(The set of logical consequences of the consequences of A is equal to the set 
of consequences of A).
Monotonicity: Always when A ⊆ B, then Cn(A) ⊆ Cn(B)
(A consequence of a given set of premises is also a consequence of any exten-
sion of that set).

	 In contrast, nonmonotonic logic does not satisfy the monotonicity 
condition. In nonmonotonic logic, it is not necessarily the case that if 
a sentence follows from a set of premises, it will also follow when addi-
tional premises are added:

x ∈ Cn(A) ∧ x ∉ A∪B

where x is a consequence of the set A of sentences but is not a conse-
quence of superset A∪B (Makinson, 2005, p. 2; 2005a, p. 4).
	 Usual everyday reasoning is not always deductive and is accom-
panied by the weaker relation of consequence. People are not Turing 
machines, and their judgments and opinions often blur the line between 
deduction and induction – a feature inherent to nonmonotonic reason-
ing. While classical consequence effectively handles deductive reason-
ing involving semantics and syntax, it falls short in contexts involving 
pragmatics, such as communicative acts, where intentions, beliefs, and 
psychological factors play a crucial role.
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	 Nonmonotonic logic has demonstrated its effectiveness in modelling 
concrete cognitive actions implemented within artificial systems, such as 
robotic software (Riley & Sridharan, 2019; Mota, Sridharan, & Leonardis, 
2021). These systems utilise nonmonotonic logic to facilitate decision-mak-
ing, predict behaviour, model learning processes, and program responses, 
beliefs, and experiences (Riley & Sridharan, 2019). The  advantage of 
using nonmonotonic logic to model the mind lies in its ability to support the 
creation of formal mechanisms for the accumulation of conceptual (i.e., 
propositional) knowledge. Models of creating this knowledge based on 
nonmonotonic logic illustrate how expanding a set of premises, i.e., incor-
porating new knowledge, changes its consequence. Thus, conclusions 
are drawn based on the available information in a way that allows them to 
be revised with the introduction of new information without discarding any 
previous premises (cf. Makinson, 2005; Makinson, 1994).
	 Nonmonotonic logic can be used for modelling both neuronal 
information processing and the formation of propositional attitudes 
(Balkenius & Gärdenfors, 1991). At the intentional (i.e., propositional) 
level, nonmonotonic logic can model the exchange of beliefs in con-
versations because it addresses both symbolic and subsymbolic levels 
of information processing. This means it can simultaneously describe 
neural activity vectors and the propositional forms of beliefs (Balkenius 
& Gärdenfors, 1991, p.  37; Blutner, 2004). This is possible because, 
although nonmonotonic inferences in neural networks are schemes 
defined in terms of neural activity patterns, they can also be treated 
as propositional structures because they are connected through the 
nonmonotonic consequence relation |~ (Balkenius & Gärdenfors, 1991, 
p. 36). Nonmonotonic logic effectively bridges the gap between differ-
ent modes of computation: symbolic models (such as Fodor’s Repre-
sentational Theory of Mind) and subsymbolic (neuron-like) models. As 
such, it can be used to model the behaviour of artificial neural networks 
because the actions of connectionist networks can be interpreted as 
nonmonotonic inferences. In other words, nonmonotonic logic can serve 
as both a  descriptive and analytical tool for examining the emergent 
properties of connectionist networks.
	 Balkenius and Gärdenfors (1991) demonstrated that it is possible 
to define a  nonmonotonic inference relation that reflects asymptotic 
updates of information states.
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	 Let <S, ≥> be a partially ordered set of activation states, and w a con-
nection matrix. Then, the notion of asymptotic updates naturally leads to 
a nonmonotonic inference relation between information states:

s |∼w t if s’ ≥ t for every s’ ∈ ASUPw(s)

Nonmonotonic logic asymptotically describes how neural activity propa-
gates through a connectionist network. The correspondence between 
the connection matrix and the weight-annotated system of Poole (1988) 
involves the application of a translation mechanism in which node i  is 
transformed into an atomic symbol pi​. An activating connection in the 
network is transformed into a  two-way logical equivalence ↔, and an 
inhibiting connection is transformed into a  logical equivalence ↔ with 
a negation ∼ applied to one of its arguments. Implicit weights should 
be treated as the absolute value of the corresponding matrix elements 
(Blutner, 2004). When nonmonotonic logic is applied, there is a strict 
correspondence between the knowledge representation in weight-anno-
tated Poole systems – used in various artificial intelligence applications 
and employing default logic (e.g., the premise “Birds can fly”) – and the 
coding of knowledge in Hopfield networks, which are recurrent networks 
used in connectionist models of associative memory. 
	 As mentioned above, while predictive coding is a  robust formal 
tool for modelling cognitive functions and abilities, it is insufficient for 
fully capturing human reasoning. On the one hand, predictive coding 
effectively formalises the relationship between internal representation 
and the external world, explaining how the mechanism of correcting 
representations and adapting behaviours to the environment operates 
at the neural level (Chanes & Barrett, 2016). It should also be noted 
that predictive coding is used to model conversational situations, 
such as determining the order of turn-taking. This can be explained 
by a functional prediction mechanism that enables a role change from 
speaker to listener (Riest, Jorschick & de Ruiter, 2015). On the other 
hand, nonmonotonic logic is suitable for modelling predictions based 
on hypotheses or expectations about the future state of the environ-
ment (Gärdenfors & Makinson, 1994). However, the problem lies not 
merely in capturing predictability but also in dealing with uncertainty 
(Talamadupula et al., 2010).
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	 The term ‘uncertainty’ is often used incorrectly to describe a situation 
where we do not know exactly what will happen when we take action 
or make other changes. In fact, this situation is more accurately termed 
‘ambiguity’, which is also known as ‘risk’ in economics and probability 
theory. Uncertainty arises when we do not know all the alternatives, 
outcomes, or probabilities. The world where no one has complete 
knowledge of a system is referred to as the Open World, while the world 
in which the knowledge of a system is complete is termed the Closed 
World. “The Closed World Assumption (CWA) is the assumption that 
what is not known to be true must be false. The Open World Assumption 
(OWA) is the opposite. In other words, it assumes that what is not known 
to be true is simply unknown” (Sequeda 2012). Therefore, appropriate 
types of Open World Semantics are needed to represent partial knowl-
edge; researchers use heuristics to develop them but they may not 
employ the correct formal models in the process. Although much effort 
has been devoted to adapting Bayesian inference methods to handle 
uncertainty (Riley & Sridharan 2019), this approach is inadequate for 
the task. According to Riley and Sridharan, “modeling uncertainty by 
attaching probabilities to logic statements is not always meaningful” 
(Riley & Sridharan 2019, p. 4). Therefore, to create action models used 
for reasoning or learning in dynamic environments, nonmonotonic logi-
cal reasoning needs to be combined with relational reinforcement learn-
ing and inductive learning (Riley & Sridharan 2019, p. 4).
	 Due to its nature, nonmonotonic logic enables challenging precon-
ceived assumptions because of its inherent flexibility and has consider-
able potential for coding and performing the type of reasoning needed 
to cope with uncertainty, especially with some training (Mota, Sridharan 
& Leonardis, 2021). Predictive coding based on Bayesian inference is 
insufficient for creating an architecture that adequately describes human 
reasoning. This is not only because it does not address uncertainty, but 
also because it is problematic in the context of induction (Kyburg, 2001). 
Nonmonotonic logic performs well at encoding complex expressions and 
subtle differences, such as the difference between “¬ a” (which implies 
that “a is believed to be false”) and “not a” (which only implies only that 
“a is not believed to be true”) (cf. Mota, Sridharan & Leonardis 2021, 
p. 242). This distinction makes it possible to differentiate between nega-
tion and an epistemic alternative. Adding new premises can reduce the 
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set of consequences, which helps in recovering from inferential errors 
more quickly (Mota, Sridharan & Leonardis 2021, p. 242).

Systematic reflection with conclusions 
and recommendations
Examples of practical applications of nonmonotonic logic in artificial 
neural networks, including their mutual integration, include the devel-
opment of systems capable of reliably and efficiently recognising and 
responding to various stimuli, such as different traffic signs (Riley & 
Sridharan 2019). This capability is crucial for applications such as pro-
gramming autonomous vehicles. An attempt to transfer the mechanism 
of artificial neural networks to the mechanisms of the mind aligns with 
the principles of connectionism.
	 Given that nonmonotonic logic is particularly effective for modelling 
propositional knowledge, it can be concluded that it is also a powerful 
tool for modelling metacognition, especially propositional metacognition, 
i.e., self-knowledge understood as the subject’s first-person knowledge 
about his mental state, to which he has privileged access. Examples 
include judgements such as “I am convinced that I am convinced that 
spring begins on March 21”. In other words, these are first-person 
accounts of, e.g., one’s beliefs, desires, decisions  – beliefs about 
beliefs. In this sense, self-knowledge represents second-order beliefs 
that constitute the subject’s understanding of the contents of his mind.
	 Researchers began to reconsider the idea of modelling specific 
cognitive actions using nonmonotonic logic because they wanted to 
implement a form of self-knowledge in robots, or in this case, an “ability 
to provide explanatory descriptions of their decisions” (Mota, Sridharan 
& Leonardis, 2021, p.  241). Although inferences about the world are 
Bayesian – predictive processing can be a tool for modelling first-order 
beliefs – second-order beliefs (i.e., beliefs about beliefs that are char-
acteristic of self-knowledge) must be modelled using nonmonotonic 
logic because it “helps recover from errors caused by reasoning with 
incomplete domain knowledge” (Mota, Sridharan & Leonardis 2021, 
pp. 242–243). Probabilistic elements do not allow efficient inferences to 
be made within common-sense knowledge (Riley & Sridharan 2019).



277Nonmonotonic logic in mind modelling

	 The application of nonmonotonic logic to modelling self-knowledge 
is not a new concept. For instance, it was used in autoepistemic logic 
to create a  model of a  perfectly rational subject who reasons about 
his own beliefs (Moore, 1985). This demonstrates that nonmonotonic 
logic, which can represent knowledge, is also well suited to modelling 
self-knowledge. Indeed, self-knowledge often involves scenarios where 
the subject holds seemingly contradictory beliefs, such as believing 
that smoking is detrimental to health while also having no desire to quit 
smoking. The issue of incoherent beliefs in self-knowledge is linked to 
how their contents are determined because a subject’s self-perception 
can be influenced by external factors from the social environment. 
A change in the environment or the group of which the subject belongs 
can have a profound effect on his beliefs. Sometimes, as a  result of 
such a change, a person may adopt entirely new beliefs, which in turn 
can alter their self-view. This phenomenon in itself is nothing new, as 
individuals often undergo changes as they adapt to new life situations. 
The interesting question is how we maintain psychological coherence 
and a  sense of identity despite these changes. In the course of life, 
we adapt to new conditions and challenges. To maintain our sense of 
‘being ourselves’, we shape our own narrative according to our evolving 
beliefs, which may change due to various factors. These changes in our 
beliefs affect our self-perception. We strive to integrate new beliefs in 
a way that maintains coherence, although we may not always be able to 
justify precisely why we accept some beliefs and reject others.
	 Przymusiński (1997) proposed a  method for unifying various non-
monotonic formalisms by integrating nonmonotonic logic with decision 
trees, offering an alternative to predictive coding. This approach exem-
plifies inductive learning methods, including reinforcement learning. To 
manage contradictory beliefs and paradoxes, nonmonotonic logic incor-
porates practicality as a component of rationality (cf. Makinson, 2005, 
pp. 129–130). By applying nonmonotonic logic to the architecture of the 
mind, particularly regarding propositional attitudes, we can model how 
a dynamic network of beliefs evolves. In this model, a change in one 
belief can trigger adjustments across other beliefs, and the introduction 
of a new belief may influence the entire network.
	 The linguistic form of self-knowledge expressed as first-person 
accounts such as “I am convinced that I am convinced that p” consists 
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of two basic representations: one of the Self and one of the experienced 
state. These are linked by an intentionality relation, which captures the 
subject’s attitude towards a given judgment about himself. Given its rep-
resentational nature, self-knowledge can be computationally modelled 
(cf. Lewis, 2015) and implemented in artificial neural networks using 
nonmonotonic logic.
	 Nonmonotonic logic also proves valuable in modelling psychological 
disorders and addressing issues such as self-illusions and false beliefs, 
particularly when individuals reflect on their own beliefs and encounter 
contradictions or ‘bizarre’ notions (Moore, 1985). For instance, schizo-
phrenic patients may recount experiences from psychotic episodes, 
recognising them as hallucinations yet still firmly believing in the reality 
of these events. In other words, they may resist acknowledging the fal-
libility of their inferences. Nonmonotonic logic can account for this phe-
nomenon by allowing for the possibility that a subject may hold beliefs 
that deviate from his initial premises (Moore, 1985). Thus, models of 
self-knowledge based on nonmonotonic logic provide insight into why 
individuals may misjudge their own mental states while still preserving 
the consistency of the beliefs that constitute their self-knowledge.
	 If we consider self-knowledge as a  form of inner speech due to 
its formulation in the form of judgements, then nonmonotonic logic is 
particularly well-suited for its formalisation. Since nonmonotonic logic, 
particularly in its properly supraclassical parts, is not subject to the 
substitution rule, it is possible to draw conclusions that extend beyond 
classical logic frameworks (cf. Jarmużek, 2007). This properly enables 
the recognition of seemingly contradictory judgements and the continu-
ous updating of self-knowledge. “This property is in contrast to classical 
logic, whose inferences, being valid, can never be “undone” by new 
information” (Jarmużek, 2007, p.  259). Importantly, new information 
often comes from external sources during interactions, influencing how 
we adjust our self-knowledge. Therefore, in models of mind and cogni-
tion it is necessary to move beyond the predictive coding paradigm, 
which supports internalist models of mind, particularly when addressing 
issues related to artificial intelligence.
	 In summary, nonmonotonic logic provides a powerful framework for 
modelling propositional attitudes within the architecture of the mind, 
as conceptualised by ‘folk psychology’ (Fodor, 1992). It illustrates how 
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a dynamic network of beliefs is structured, where changing one belief 
can prompt changes in others, and introducing a new belief that can 
impact the entire network. Nonmonotonic logic is particularly effective in 
developing formal models of the mind, including metacognition, because 
it captures the complexities and nuances of belief changes, such as 
the omission of premises or the introduction of new assumptions that 
contradict previous ones, which also actually occurs in the process of 
belief change. Nonmonotonic inferences reflect how people reason, 
make decisions, and revise their knowledge. From the perspective of 
human-robot interaction, models based on nonmonotonic logic enable 
artificial systems to manage uncertainty in the Open World, where many 
factors remain unknown due to incomplete information. 
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